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ABSTRACT
Kernel-based learning methods require quadratic space and
time complexities to compute the kernel matrix. These com-
plexities limit the applicability of kernel methods to large
scale problems with millions of data points. In this paper,
we introduce a novel representation of kernel matrices on
Graphics Processing Units (GPU). The novel representation
exploits the sparseness of the kernel matrix to address the
space complexity problem. It also respects the guidelines
for memory access on GPUs, which are critical for good
performance, to address the time complexity problem. Our
representation utilizes the locality preserving properties of
space filling curves to obtain a band approximation of the
kernel matrix. To prove the validity of the representation,
we use Affinity Propagation, an unsupervised clustering al-
gorithm, as an example of kernel methods. Experimental
results show a 40x speedup of AP using our representation
without degradation in clustering performance.
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ming—Parallel Programming ; E.1 [Data Structures]: Ar-
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1. INTRODUCTION
One of the main advantages of kernel methods[5] is their

ability to handle non-linearly-separable data in the input

space by an implicit mapping to a higher dimensional fea-

ture space. The mapping is indirectly performed via a kernel

function, whose values are stored in a kernel matrix. Given
a data set of N points, computing the kernel matrix requires
O(N2) in time and space. This is a too much cost for large-
scale applications. One direction to address this problem has
been through using a low rank approximation of the kernel
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matrix, relying on its rapidly decaying eigen spectrum, such
as [4]. Another direction is seeking an efficient implemen-
tation of a particular method on a special hardware, such
as [1].

We address the limitations of kernel methods for large-
scale applications using a novel approach exploiting the spe-
cial properties of the kernel matrix and the massive par-
allelism of modern Graphics Processing Units (GPU). We
introduce a novel representation of kernel matrices, which
exploits the sparseness of the kernel matrix to address the
space complexity problem. Moreover, it naturally complies
with the performance-critical restrictions of GPUs, which
allows for significant speedups on these devices, thereby ad-
dressing the time complexity problem. To prove the validity
of the proposed approach, we use Affinity Propagation [2]
as an example of kernel methods.

2. KERNEL MATRICES ON GPUS
There are some memory access considerations one has to

respect in order to achieve good performance on GPUs. In
the Compute Unified Device Architecture (CUDA), the de-

vice memory is the primary storage for data on the GPU.
However, accessing device memory is two orders of magni-
tude slower than floating point multiplication and addition.
Fortunately, accesses to device memory by threads executing
simultaneously on the same multiprocessor can be coalesced.
To be coalesced, the threads have to access data elements in
consecutive memory locations, and the addresses of all data
elements must follow specific memory alignment guidelines.
Coalescing increases memory bandwidth by up to an order
of magnitude.

Compressed Sparse Row (CSR) is a common sparse ma-
trix representation on GPUs. However, to perform simple
operations, such as scans over rows and columns of the ma-
trix, CSR does not respect the GPU memory access con-
siderations, and hence is not efficient. On the other hand,
a simple 2D array used to represent a band sparse matrix,
as shown in Figure 1, naturally respects these considera-
tions and hence is much more efficient. To benefit from this
simple structure for a sparse kernel matrix, we use a space
filling curve [3] to order the points so that significant kernel
values are between pairs of points within a fixed neighbor-
hood in this ordering. Namely, we use the Z curve in our
work. Given the input data points, the z-order of each point
is computed. Then, the points are sorted according to their
z-order. Finally, similarity values are computed only be-
tween pairs of points that are at most k elements apart in



Figure 1: Representation of a band sparse matrix.
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Figure 2: Construction of kernel matrices via SFC.

the z-order ordering. Figure 2 shows these steps. In our
experiments, k is 128. We refer to this representations as
SFC (for Space Filling Curves).

3. AFFINITY PROPAGATION ON GPUS
Affinity Propagation (AP) is an unsupervised clustering

algorithm introduced by Frey and Dueck[2]. AP works on
similarity values s(i, j) between pairs of points, i and j. AP
operates by iteratively exchanging two types of messages
between data points – availabilities and responsibilities. All
availabilities are initialized to zeros. Responsibilities are up-
dated as soft assignments using Equation 1.

r(i, k)←

{

s(i, k)− max
k′ s.t. k′ 6=k

(

a(i, k′) + s(i, k′)
)

}

(1)

Availabilities are updated using Equation 2.

a(i, k)←min







0, r(k, k) +
∑

i′ s.t. i′ /∈{i,k}

max (0, r(i′, k)







and i 6= k

(2)

In the implementation, we use three matrices for the s, r,
and a values. The responsibility update, equation 1, requires
two scan operations over the rows of a and s. The availabil-
ity update, equation 2, requires two scan operations over the
columns of r. The SFC representation is very efficient for
these operations on the GPU.

4. EXPERIMENTAL RESULTS
We implemented AP on GPUs using the SFC representa-

tion of the similarity matrix, and on CPU using the CSR rep-
resentation. We experimented on an NVIDIA G80 graphics

400 600 800 1000 1200 1400 1600 1800 2000 2200
0

500

1000

1500

2000

2500

Number of Exemplars

A
ve

ra
ge

 S
qu

ar
ed

 E
rr

or

Number of Exempars Vs. Error on Clustering 16K Points

 

 

CSR
SFC

Figure 3: Clustering error vs. number of exemplars.
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Figure 4: Running time vs. number of points.

card and an Intel Xeon 3.2 GHz processor. Figure 3 com-
pares between the two implementations in terms of cluster-
ing error. It shows that the SFC representation does not
cause any degradation in clustering performance. Figure 4
shows the running time of the two implementations with dif-
ferent number points. The GPU implementation has about
40x speedup over the CPU one.

5. CONCLUSIONS
We presented a novel approximate sparse representation

for kernel matrices, based on space filling curves. The pro-
posed method is very simple to construct and efficient to
work with on modern graphics processing units. We applied
the new representation to Affinity Propagation. Our results
show a significant speedup, of up to 40x, when using our al-
gorithm on the GPU compared to the CPU implementation.
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